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Chapter 8  Advanced SQL

Chapter Objectives

This chapter continues what was covered in Chapter 7.  While Chapter 7 dealt with single table queries, Chapter 8 discusses joins. Other topics are also included, such as triggers, stored procedures, functions, Embedded SQL, Dynamic SQL, and Persistent Stored Modules.  This chapter also contains a detailed discussion of transaction integrity as well as the SQL-99 enhancements and extensions to SQL.  An overview of data dictionaries is also included.  Chapter 7 is obviously a prerequisite for this chapter.  


Specific student learning objectives are included at the beginning of the chapter. From an instructor's point of view, the objectives of this chapter are:

1. To provide many examples of relational queries from SQL, which show such capabilities as multiple-table data retrieval (join and other operators such as difference, union, and intersection),  explicit and implicit joining, and built-in functions.

2. To illustrate the differences between the joining and subquery approaches to manipulating multiple tables in SQL.

3. To introduce the transaction and concurrency control features of relational DBMSs.

4. To discuss the SQL-99 enhancements to SQL.

5. To briefly discuss the data dictionary facilities available in Oracle.

6. To discuss triggers and stored procedures and provide examples of how these might be used.

7. To briefly discuss dynamic and embedded SQL.

Classroom Ideas

1. Have students program in some system that supports SQL along with this chapter. The nuances of joining multiple tables, nesting subqueries, properly qualifying built-in functions, and so forth are really only learned by writing a wide variety of non-trivial queries. There are exercises at the end of the chapter that will provide such practice for students.

2. If students have access to Oracle 8i, have them take a look at the various data dictionary views available to them as a user.  You may also want to discuss the various DBA views available and show these to the students during your lecture.

3. When discussing multiple table queries, always emphasize that there is more than one way to write a query.  For example, show the students a query using a join and then the same query using subqueries.

4. Emphasize the cases when a subquery is needed and cannot be substituted with a join.  A good example of this would be the case where one needs to find all customers who never purchased a product (using a subquery with the NOT IN qualifier).

5. Develop an exercise for the students to explore the effects of a trigger.  Have them create and populate some tables, write an insert trigger for one of the tables that might impact other tables.  You could then have the students insert some records and see the results.  It is important to show the effects of triggers through examples that the students can try out followed by problems that they would have to solve by writing triggers.  The same can be said for stored procedures.

6. The discussion on SQL/PSM might be a good place to introduce PL/SQL before introducing triggers and stored procedures.

Answers to Review Questions

1. Define each of the following key terms:

a. Dynamic SQL. The process of making an application capable of generating specific SQL code on the fly, as the application is processed.

b. Correlated subquery. This type of subquery is processed outside in, rather than inside out. That is, the inner query is executed for each row in the outer query, and the inner query depends in some way on values from the current row in the outer query. 

c. Embedded SQL. The process of including hard-coded SQL statements in a program written in another language, such as C or Java.

d. Procedure. A collection of procedural and SQL statements that are assigned a unique name within the schema and stored in the database.

e.
Join. The most frequently used relational operation, which brings together data from two or more related tables into one result table.

f.
Equi-join. A join in which the joining condition is based on equality between values in the common columns. It produces a table of rows composed of columns from two other tables, where common columns appear (redundantly) in the result table.

g.
Natural join. A join that returns all requested results, but values of the common columns are included only once. Natural joins are the same as equi-joins, except that duplicate columns are eliminated. The natural join is the most commonly used form of join operation;

h. Outer join. A join in which rows that do not have matching values in common columns are nevertheless included in the result table. Outer joins return all the values in one of the tables included in the join, regardless of whether a match exists in the other table(s) or not.

i. Function. A stored subroutine that returns one value and has only input parameters.

j. Persistent stored modules. Extensions defined in SQL-99 that include the capability to create and drop modules of code stored in the database schema across user sessions.

2.
Match the following terms to the appropriate definitions.


e
equi-join


i
natural join


d
outer join


j
trigger


k
procedure



g
Embedded SQL


b
UDT


f
COMMIT


c
SQL/PSM


h
Dynamic SQL


a
ROLLBACK

3.  Using an outer join instead of a natural join:



Outer joins are often used in database maintenance to find rows that do not have matching values in common columns. Null values appear in columns where there is no match between tables. 
4. Explain the processing order of a correlated subquery.

Correlated subqueries use the result of the outer query to determine the processing of the inner query. That is, the inner query is somewhat different for each row referenced in the outer query. 
5. Explain that any query that can be written using the subquery approach can also be written using the joining approach, but not vice versa.

While SQL*PLUS allows a subquery to return more than one column, most systems allow pairwise joining of one and only one column in an inner query with one column in an outer query (an exception to this is when a subquery is used with the EXISTS keyword). You can display data only from the table(s) referenced in the outer query. If you want to include data from the subquery in the result, then you would have to use the join technique because data from the subquery cannot be included in the results. The joining technique is useful when data from several relations are to be retrieved and displayed, and the relationships are not necessarily nested. 

6. Purpose of the COMMIT command. Its relation to the notion of a business transaction. 

a. SQL transactions terminate by executing either a COMMIT or ROLLBACK operation.  COMMIT [WORK] takes the contents of the log file and applies them to the database and then empties the log file. There is also an AUTOCOMMIT (ON/OFF) command in many RDBMSs which specifies whether changes are made permanent after each data modification command (ON) or only when work is explicitly made permanent (OFF) by the COMMIT WORK command. These commands are necessary to maintain a valid database and are transparent to the user in most interactive SQL situations. 

b. SQL transactions are logical units of work. Either all of the operations performed in the SQL transaction will be committed or none of the operations will be committed to the database. An SQL transaction may be more involved than an accounting transaction. For example, the entry of a customer order may also trigger inventory adjustment.

7. Hidden triggers – they are hard to see coming until they fail to fire. May fire without notification.  Cascading triggers and endless loop triggers also possible.

8. Event, condition, and action sections.

9. Use when you want to combine the output from multiple queries together. However, each query involved must output the same number of rows, and they must be UNION-compatible.

10. Adds a set of analytical functions. Make it easier to work with results that are in a particular order, e.g., find the top ten salesmen. More efficient processing with optimized functions. Will add another clause to SQL, the WINDOW clause, where the partitioning, ordering, and aggregation grouping for the window can be specified.

11. Make SQL computationally complete…database applications and so forth

12. Flexibility, efficiency, sharability, applicability

13. Embedded SQL – to create an application where you know exactly what the SQL syntax is that you will need to use. Dynamic SQL – use where you need to create SQL on the fly, identifying exact parameter values, tables, and so forth at runtime.

Answers to Problems and Exercises
Note: The solutions which include SQL statements are not intended as the definitive answer to the questions, but as possible solutions. Instructors and students will approach the problems using different SQL capabilities, achieving results that are also correct.

1. 

a. SELECT COURSE_ID, COURSE_NAME



FROM COURSE



WHERE COURSE_ID LIKE 'ISM%';

b. SELECT FACULTY_NAME, COURSE.COURSE_ID, COURSE_NAME



FROM FACULTY, COURSE, IS_QUALIFIED



WHERE IS_QUALIFIED.FACULTY_ID = 3487



AND FACULTY.FACULTY_ID=IS_QUALIFIED.FACULTY_ID



AND COURSE.COURSE_ID=IS_QUALIFIED.COURSE_ID;

c. SELECT STUDENT.STUDENT_ID, STUDENT_NAME, 




SECTION.COURSE_ID, IS_REGISTERED.SECTION_ID, SEMESTER



FROM STUDENT, IS_REGISTERED, SECTION



WHERE SECTION.SECTION_ID=IS_REGISTERED.SECTION_ID 



AND STUDENT.STUDENT_ID=IS_REGISTERED.STUDENT_ID


AND IS_REGISTERED.SECTION_ID=2714



AND SECTION.COURSE_ID='ISM 4212'



AND IS_REGISTERED.SEMESTER='I-2001'



ORDER BY STUDENT_NAME;

2.   SELECT FACULTY.FACULTY_NAME

FROM FACULTY, IS_QUALIFIED

WHERE  IS_QUALIFIED.FACULTY_ID=FACULTY. FACULTY_ID

AND IS_QUALIFIED.COURSE_ID='ISM 3113';

3.
SELECT FACULTY.FACULTY_NAME

FROM FACULTY, IS_QUALIFIED

WHERE  IS_QUALIFIED.FACULTY_ID=FACULTY. FACULTY_ID

AND IS_QUALIFIED.COURSE_ID='ISM 3113'

AND NOT (IS_QUALIFIED.COURSE_ID='ISM 4930');

4.

a.
SELECT COUNT (DISTINCT (STUDENT_ID))



FROM IS_REGISTERED



WHERE  SECTION_ID = 2714



AND SEMESTER  = 'I-2001';

b. SELECT COUNT (DISTINCT (STUDENT_ID))

FROM SECTION, IS_REGISTERED 

WHERE SECTION.SECTION_ID = IS_REGISTERED.SECTION_ID

AND COURSE_ID = 'ISM 3113'

AND SEMESTER = 'I-2001';

5.

SELECT DISTINCT STUDENT_ID, STUDENT_NAME

FROM STUDENT

WHERE NOT EXISTS 

(SELECT * FROM IS_REGISTERED 

WHERE STUDENT.STUDENT_ID =

   IS_REGISTERED.STUDENT_ID

  AND SEMESTER= 'I-2001');

Solutions to problems 6 through 12 use Microsoft Access SQL. All queries are optimized.

6. SELECT Order_t.Order_ID, Order_t.Customer_ID, Order_t.Order_Date, Order_line_t.Product_ID, Order_line_t.Quantity

FROM (Customer_t INNER JOIN Order_t ON Customer_t.Customer_ID = Order_t.Customer_ID) INNER JOIN Order_line_t ON Order_t.Order_ID = Order_line_t.Order_ID

WHERE (((Order_t.Order_ID)=1001));

7. SELECT Order_line_t.Product_ID, Product_t.Unit_Price, Sum(Order_line_t.Quantity)*Product_t.Unit_Price AS Total

FROM Product_t INNER JOIN Order_line_t ON Product_t.Product_ID = Order_line_t.Product_ID

GROUP BY Order_line_t.Product_ID, Product_t.Unit_Price, Order_line_t.Order_ID

HAVING (((Order_line_t.Order_ID)=1001));

8. This solution uses the results of question 7, saved as a query named '#7' :

SELECT [#7].Order_ID, Sum([#7].Total) AS Order_Total

FROM [#7]

GROUP BY [#7].Order_ID; 
9.  First query:

SELECT Product_t.Product_Name, Uses_t.Footage

FROM (Product_t INNER JOIN Order_line_t ON Product_t.Product_ID = Order_line_t.Product_ID) INNER JOIN Uses_t ON Product_t.Product_ID = Uses_t.Product_ID

WHERE (((Order_line_t.Order_ID)=1001));

Second query:

SELECT Product_t.Product_Name

FROM Product_t INNER JOIN Order_line_t ON Product_t.Product_ID = Order_line_t.Product_ID

WHERE (((Order_line_t.Quantity)>[Product_t].[On_hand]))

GROUP BY Product_t.Product_Name, Order_line_t.Order_ID

HAVING (((Order_line_t.Order_ID)=1001));

Third query: For the purposes of this query the caption of the Material_Description field could be changed (in Microsoft Access) to Insufficient:

SELECT Raw_Materials_t.Material_description

FROM Raw_Materials_t INNER JOIN ((Product_t INNER JOIN Order_line_t ON Product_t.Product_ID = Order_line_t.Product_ID) INNER JOIN Uses_t ON Product_t.Product_ID = Uses_t.Product_ID) ON Raw_Materials_t.Material_ID = Uses_t.Material_ID

WHERE (((Raw_Materials_t.Footage_on_hand)<[Uses_t].[Footage]))

GROUP BY Raw_Materials_t.Material_description, Order_line_t.Order_ID

HAVING (((Order_line_t.Order_ID)=1001));

SELECT Customer_t.Customer_ID, Customer_t.Customer_name

FROM Customer_t

WHERE (((Exists 

(SELECT * FROM Order_t

WHERE Customer_t.Customer_ID = Order_t.Customer_ID))=False));

10.  This query requires an outer join since some products may not have been ordered. Since many SQL systems do not have an outer join operator, often this type of query must use the UNION command. The following answer uses this second approach since it will work with almost any system. Also, note that the question wants the number of times a product has been ordered, not the total quantity ordered. 

SELECT Product_t.Product_ID, Product_Name, COUNT(*)

FROM Product_t INNER JOIN Order_line_t ON Product_t.Product_ID = Order_line_t.Product_ID

GROUP BY Product_t.Product_ID, Product_Name

UNION 

SELECT Product_ID, Product_Name, 0

FROM Product_t

WHERE (EXISTS 

(SELECT * FROM Order_line_t

WHERE (Order_line_t.Product_ID = Product_t.Product_ID))=FALSE);

11.  As in question 10 we use the UNION command to produce  the equivalent of an outer join. The query after the union also illustrates a correlated subquery.

SELECT Customer_t.Customer_ID, Customer_name, Order_ID

FROM Customer_t INNER JOIN Order_t ON Customer_t.Customer_ID = Order_t.Customer_ID

GROUP BY Customer_t.Customer_ID, Customer_name, Order_ID

         UNION 

SELECT Customer_ID, Customer_name, 'no order'

FROM Customer_t

WHERE (EXISTS 

(SELECT * FROM Order_t

WHERE (Order_t.Customer_ID = Customer_t.Customer_ID))=FALSE);

Suggestions for Field Exercises

1. This question is self-explanatory.

2.  Three differences which you may want to help the students discover:

· Primary and foreign keys are specified with the CREATE TABLE or ALTER TABLE commands in SQL*PLUS. MS-Access uses a graphical interface to create tables and to establish primary and foreign keys.

· MS-Access SQL does not include the CREATE VIEW or DROP VIEW commands. Instead, the query that would be used as part of the CREATE VIEW syntax is saved as a query, which can be accessed later through new select statements, by simply specifying their names. 

· MS-Access has a keyword, DISTINCTROW, which is not found in other DBMS SQL implementations.

Five similarities between Oracle SQL and MS-Access SQL:

· Both use the semicolon to mark the end of a statement and cause it to execute.

· Basic SQL syntax is very similar, using the keywords SELECT, FROM, WHERE, GROUP BY, ORDER BY, and HAVING in the same fashion. 


· Both use brackets to specify the order of expression evaluation.

· Subqueries and correlated subqueries can be written in both.

· Both are insensitive to spacing and line breaks within a statement.

Project Case

Project Questions

1.
The student will need to establish what platform and version of SQL will be used to complete the project case. The solution offered here is based on SQL*Plus, Oracle8i.

2. The student will need to identify the capabilities of the DBMS.

Project Exercises

1. 
a. information from two or more tables:

SELECT  PATIENT_NO, PATIENT_NAME, BED_NO,ROOM_NO, 


WARD_NO



FROM PATIENT_T, BED_T




WHERE PATIENT_T.BED_NO = BED_T.BED_NO

b. subquery syntax:




SELECT NAME 
FROM PATIENT _T





WHERE PATIENT_T.PATIENT_ID IN





(SELECT PATIENT_ID 






FROM PERFORMS _T






WHERE TREATMENT_DATE='15-June-98'));

c. a hospital report: (The ERD from Chapter 3, created above, did not include employee type, as used here).



SELECT EMP_NO, EMP_NAME, WARD_NAME, 





FROM EMPLOYEE_T, WARD_T





WHERE WARD_T.WARD_NO = EMPLOYEE_T.WARD_NO





AND EMP_TYPE = 'NURSE';

d.   a union query:



SELECT PERSON_t.Person_Last_Name,PERSON_t.Person_First_Name, 

TREATMENT_t.Treatment_Name, Count(TREATMENT_t.Treatment_ID) AS CountOfTreatment_ID

FROM PERSON_t,PATIENT_t ,TREATMENT_t ,PERFORMS_t WHERE TREATMENT_t.Treatment_ID = PERFORMS_t.Treatment_ID AND

PATIENT_t.Patient_ID = PERFORMS_t.Patient_id

AND PERSON_t.Person_ID = PATIENT_t.Person_ID

GROUP BY PERSON_t.Person_Last_Name, PERSON_t.Person_First_Name, TREATMENT_t.Treatment_Name

HAVING (((TREATMENT_t.Treatment_Name)='Homeopathic') AND ((Count(TREATMENT_t.Treatment_ID))>1))

UNION ALL SELECT PERSON_t.Person_Last_Name, 

PERSON_t.Person_First_Name, 

TREATMENT_t.Treatment_Name, Count(TREATMENT_t.Treatment_ID) AS CountOfTreatment_ID

FROM PERSON_T,PATIENT_t ,TREATMENT_t ,PERFORMS_t WHERE TREATMENT_t.Treatment_ID = PERFORMS_t.Treatment_ID AND

PATIENT_t.Patient_ID = PERFORMS_t.Patient_id

AND PERSON_t.Person_ID = PATIENT_t.Person_ID

GROUP BY PERSON_t.Person_Last_Name, PERSON_t.Person_First_Name, TREATMENT_t.Treatment_Name

HAVING (((TREATMENT_t.Treatment_Name)='Drug') AND ((Count(TREATMENT_t.Treatment_ID))>1));

2.

a. SELECT DISTINCT PERFORMS_T.PHYSICIAN_ID,

PERSON_T.PERSON_LAST_NAME,

PERSON_T.PERSON_FIRST_NAME,

PERFORMS_T.PATIENT_ID,P1.PERSON_LAST_NAME,

P1.PERSON_FIRST_NAME,

PERFORMS_T.TREATMENT_ID,TREATMENT_T.TREATMENT_NAME

      FROM PERFORMS_T, PATIENT_T,PHYSICIAN_T, 

PERSON_T,PERSON_T P1,TREATMENT_T

      WHERE PERFORMS_T.PHYSICIAN_ID = PATIENT_T.PHYSICIAN_ID

        AND PERFORMS_T.PHYSICIAN_ID = PHYSICIAN_T.PHYSICIAN_ID

        AND PERFORMS_T.PATIENT_ID = PATIENT_T.PATIENT_ID

                    AND PHYSICIAN_T.PERSON_ID = PERSON_T.PERSON_ID

                    AND PATIENT_T.PERSON_ID = P1.PERSON_ID

                    AND PERFORMS_T.TREATMENT_ID = 

TREATMENT_T.TREATMENT_ID;

 b. SELECT DISTINCT PERFORMS_T.PHYSICIAN_ID,

PERSON_T.PERSON_LAST_NAME,

PERSON_T.PERSON_FIRST_NAME, PERFORMS_T.PATIENT_ID,

P1.PERSON_LAST_NAME,P1.PERSON_FIRST_NAME,

PERFORMS_T.TREATMENT_ID,TREATMENT_T.TREATMENT_NAME

      FROM PERFORMS_T, PATIENT_T, PHYSICIAN_T, PERSON_T, 

PERSON_T P1,TREATMENT_T

      WHERE PERFORMS_T.PHYSICIAN_ID = PATIENT_T.PHYSICIAN_ID

        AND PERFORMS_T.PHYSICIAN_ID = PHYSICIAN_T.PHYSICIAN_ID

        AND PERFORMS_T.PATIENT_ID = PATIENT_T.PATIENT_ID

                    AND PHYSICIAN_T.PERSON_ID = PERSON_T.PERSON_ID

                    AND PATIENT_T.PERSON_ID = P1.PERSON_ID

        AND PERFORMS_T.TREATMENT_ID =  

             TREATMENT_T.TREATMENT_ID;


c. SELECT PERFORMS_T.PATIENT_ID,AVG(TT.TOT_TREATMENT)

FROM PERFORMS_T,

(SELECT PATIENT_ID,count(*) AS TOT_TREATMENT FROM PERFORMS_T GROUP BY 

PATIENT_ID) TT

WHERE PERFORMS_T.PATIENT_ID = TT.PATIENT_ID

GROUP BY PERFORMS_T.PATIENT_ID;


d. SELECT CARE_CENTER_T.IN_CHARGE, 

sum(ASSIGNMENT_T.HOURS_WORKED)

     FROM CARE_CENTER_T,ASSIGNMENT_T

     WHERE ASSIGNMENT_T.CARECENTER_ID = 

CARE_CENTER_T.CARECENTER_ID

                  GROUP BY IN_CHARGE;































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































